
Optimizing CRF-based Model
for Proper Name Recognition in Polish Texts

Michał Marcińczuk and Maciej Janicki

Wrocław University of Technology, Wrocław, Poland

Abstract. In this paper we present several optimizations introduced to
Conditional Random Fields-based model for proper names recognition in
Polish running texts. The proposed optimizations refer to word-level seg-
mentation problems, gazetteers incompleteness, problem of unambiguous
generalization features, feature construction and selection, and finally
recognition of common proper names on the basis of external sources of
knowledge. The problem of proper name recognition is limited to recog-
nition of person first names and surnames, names of countries, cities
and roads. The evaluation is performed in two ways: a single domain
evaluation using 10-fold cross validation on a Corpus of Stock Exchange
Reports and a cross-domain evaluation on a Corpus of Economic News.
An additional corpus of Wikipedia articles, namely InfiKorp is used in
the feature selection. Finally, we evaluate three configurations of pro-
posed modification. The top configuration improved the final result from
94.53% to 95.65% of F-measure for single domain and from 70.86% to
79.63% for cross-domain evaluation.
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1 Introduction

Recognition of proper names is a task that relies on identification and catego-
rization of multiword expressions in text that are unique (to some extent) names
of real or fictional entities. Effective recognition of proper names is very impor-
tant in many tasks from the natural language processing (NLP) domain, i.e.
information extraction from medical documentation [1], text anonymization [2],
machine translation [3] or forensic linguistics [4].

Proper names are subpart of named entities and the task of Proper Name
Recognition (PNR) is commonly referred as a task of Named Entity Recognition
(NER). Named entities also refer to numerical expressions (date, time, numbers,
etc.), definite descriptions and in same cases also to noun phrases [5].

The recent successful approaches to NER are based on application of Condi-
tional Random Fields (CRF), i.e. a method for sequence tagging. This method
has been already applied to English [6], Polish [7, 8], Bulgarian [9], Arabic [10]
and many other languages. The advantage of CRF over generative models like
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Hidden Markov Models (HMM) or Maximum Entropy Markov Model (MEMM)
is that CRF can make use of additional features attached to a sequence of words.
Construction of new features and selection of the best subset of all possible fea-
tures must be done in order to obtain optimal results.

In this paper we present modifications to the existing model for proper names
recognition presented in [8]. The model is trained to recognize 5 common cat-
egories of proper names in Polish texts, i.e. person first names and surnames,
names of countries, cities and roads. In Section 2 we describe the evaluation pro-
cess, corpora used in the evaluation and baseline for that corpora. In Section 3
we define and evaluate the modifications and in the Section 4 we evaluate the
generality of the modifications.

2 Evaluation and Baseline

In the evaluation process we used three corpora: Corpus of Stock Exchange
Reports (CSER) and Corpus of Economic News (CEN) from [8] and a part
of InfiKorp1 containing Wikinews articles (IKW). The obtained results were
compared to the results reported in [8]. 10-fold cross validation on CSER was
used to evaluate and to select the best modifications. In addition, the feature
selection was performed on IKW in order to shorten the processing time. To
evaluate the generality of the selected modifications we used CEN to perform a
cross-domain evaluation — the model was trained on CSER and tested on CEN.

Comparing to [8], some minor corrections were introduced to CSER and the
baseline experiments were repeated. The original (reported in [8]) and repeated
baselines are presented in Table 1. The correction of CSER improved the re-
sults by 2% of F-measure for CSER and by 3% of F-measure for cross-domain
evaluation on CEN.

Table 1. Baseline results for proper names recognition.

Corpus Precision Recall F-measure

10-fold Cross Validation on CSER

CSER from [8] (B1.1) 96.20% 90.00% 92.53%
CSER after correction (B1.2) 96.79% 92.38% 94.53%

Cross-domain Evaluation on CEN trained on CSER

CSER from [8] (B2.1) 92.88% 53.29% 67.72%
CSER after correction (B2.2) 92.02% 57.61% 70.86%

1 The corpus is being developed within SyNaT project, financed by NCBiR NrU.:
SP/I/1/77065/10 (http://www.synat.pl).



Optimizing CRF-based PNR 3

3 Model Modifications

3.1 Text Segmentation

In [11] the authors report that errors in word-level and sentence-level segmen-
tation have negative impact on proper name recognition. Authors used TaKIPI
to tokenize the text and pointed out two common errors: missing segmentation
of words linked by a hyphen and abbreviations attached to names. In both cases
a fine-grained tokenization might fix the problem. Such tokenization is provided
by maca — a tool for text tokenization and morphological analysis [12]. We
have tagged the corpora again with maca and repeated the evaluation. The fine-
grained tokenization improved slightly the recall by 0.3% and also F-measure
to 94.66%. In the following experiments we used corpora tokenized with maca
instead TaKIPI.

Table 2. Evaluation of different word-level segmentations.

Tokenizer Precision Recall F-measure

TaKIPI (B1.2) 96.79% 92.38% 94.53%

maca (B1.3) 96.74% 92.68% 94.66%

3.2 Gazetteers Extension

Gazetteers are a very helpful source of general knowledge when processing doc-
uments related to real world, like our corpora. We have used gazetteers from [8].
The gazetteers contain many nominal name forms, but many inflected forms are
missing. To fill this gap we applied two procedures to gather the inflected forms:

1. Extraction from large text corpora. We have taken a large corpora of
texts from Internet and tagged them with TaKIPI with Guesser. The Guesser
module was used as TaKIPI does not recognize proper names. Then, we have
extracted all pairs of word forms with their base form, and grouped them by
the base forms. Next, for every group we checked whether the given base form
was present in the gazetteers. If so, then we added all word forms from that
group to the gazetteer as inflected forms of the given name. This procedure
was applied only to single-word names.

2. Extraction from dictionary of inflections sjp-odm2. The sjp-odm dic-
tionary contains ca. 190 000 base forms with their inflections. We have se-
lected all words starting from a capital letter. Then, for every base form we
obtained categories, in which given word was assigned in our gazetteers. Fi-
nally, we have selected words, that were unambiguous among proper names

2 Available at http://www.sjp.pl/slownik/odmiany/ on GPL, LGPL or CC SA.
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categories and their inflected forms to the gazetteers. This way we have ex-
tended all categories expect surnames. The manual verification showed that
many of the new inflections were in fact inflections of other categories.

Table 3. Comparision of base and extended gazetteers.

Gazetteers First names Surnames Countries Cities Roads TOTAL

Base 22 435 371 379 1 867 77 873 40 859 514 413

Extended 46 351 371 379 4 086 152 543 62 106 636 465

By applying these two procedures we have gathered about 125 000 new in-
flected proper name forms. The detailed results are presented in Table 3. We
are aware that this procedure is not optimal and many incorrect inflected forms
might have been added to the gazetteers. We did not evaluate the automatic
extension itself, but we evaluated the impact of the extension on PNR. The ex-
tended gazetteers improved the results from 94.66% to 95.27% of F-measure (see
Table 3). In the following experiments we used extended gazetteers.

Table 4. Evaluation of extended gazetteers.

Gazetteers Precision Recall F-measure

Base (B1.3) 96.74% 92.68% 94.66%

Extended (B1.4) 96.75% 93.84% 95.27%

3.3 Features Modification

Gazetteer-based Features. We have observed a common error of dividing
long names into several shorter ones. For example, a country name “Stany Zjed-
noczone Ameryki Północnej” (Eng. United States of North America) was rec-
ognized as two separate names: “Stany Zjednoczone” (Eng. United States) and
“Ameryki Północnej” (Eng. of North America). The problem was caused by the
way how the gazetteer-based features were encoded. In [8] to every token one
of three tags was assigned: B if the token starts a proper name present in the
gazetteer, I if the token is a continuation of a proper name or O if the token is
not a part of a proper name. In this approach every nested proper name was
encoded as B what caused ambiguity, i.e. a sequence B I B I could be inter-
preted as two consecutive or nested proper names. We decided to encode only
the longest proper names and do not encode the nested names. The modification
fixed the problem and the results were improved to 95.44% of F-measure (see
Table 5).
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Table 5. Evaluation of feature modifications on CSER.

Configuration Precision Recall F-measure

Baseline (B1.4) 96.79% 92.38% 94.53%

Dictionary-based Features 96.92% 94.01% 95.44%
Wordnet-based Features 96.70% 93.79% 95.23%

Both modifications (B1.5) 96.83% 94.12% 95.46%

Wordnet-base Features. We have observed many errors connected to the
wordnet-based generalization features for ambiguous words. For example, as the
Polish word “członek” means both member and limb, it was generalized to “part
of the body” in a phrase “Członek Rady Nadzorczej” (Eng. “Supervisory Board
Member”). We decided to use generalization only for unambiguous words, i.e.
words, for which every sens of the word can be transformed to the same synonym
or hyperonym. In other cases, the generalization left the word unchanged. The
modification fixed the problem but also reduced the number of generalized words.
However, the result was improved to 95.23% of F-measure (see Table 5).

Both Features. Combination of changes introduced to gazetteer-based and
wordnet-base features also improved the results, but only slightly better then
dictionary-based feature modification. The final results for both changes was
96.46%. In the following experiments we used both modifications.

3.4 Feature Construction

In the next step we tried to construct new features for CRF. The feature tem-
plates were based on rules created for proper names recognition described in [13].
We have selected those rules that were present in CSER corpus. Every rule was
encoded as a combination of existing features. We have evaluated 4 templates
(features):

– Road#1: road_prefix[-1]/road_nam[0] — road names after a road prefix,
– City#1: road_nam[0]/pattern[1]/pattern[2]/country_nam[3] — city name

followed by some punctuation marks and a country name,
– Person#1: base[-1]/first_nam[0]/last_nam[1]/base[2]/last_nam[3] —

person name after a certain word containing first name, surname and maiden
name,

– Person#2: base[-2]/first_nam[-1]/pattern[0]/base[1] —person name
between certain words with known first name and unknown surname.

Introduction of new features does not have noticeable impact on the results
(see Table 6). Only the Person #1 rule insignificantly improved the results by
0.02% of F-measure. The low impact might be caused by the fact, that the rules
operate on narrow context and CRF might have already learned the close context
patterns.
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Table 6. Evaluation of new features.

Configuration Precision Recall F-measure

Baseline (B1.5) 96.83% 94.12% 95.46%

Road #1 96.83% 94.10% 95.45%
City #1 96.73% 94.05% 95.38%
Person #1 96.86% 94.15% 95.48%
Person #2 96.76% 94.12% 95.42%

3.5 Feature Selection

To measure the features relevance we have calculated Information Gain (IG) for
every feature used by CRF model. The total number of features was 172. We
transformed IOB files with respect to template definition used by CRF to ARFF
format and used WEKA to calculate the IG values. Table 7 presents the top 10
features according to IG and the bottom 12 features.

Table 7. Information Gain for top and bottom features.

Top 10 feaures

IG Feature
0.45929656 orth+0
0.45623956 base+0
0.44374859 prefix-4+0
0.42121654 suffix-4+0
0.40814769 prefix-3+0
0.35655636 suffix-3+0
0.30563528 prefix-2+0
0.28395843 orth-1
0.26671994 orth-2
0.26541514 base-1

Bottom feaures

IG Feature
(3) 0.00094167 road_prefix+2

0.00072422 person_prefix+2
0.00060709 country_prefix-1
0.00059445 person_noun+2

↓ 0.00035950 road_prefix+1

(2) 0.00003794 country_prefix+2
0.00001289 person_suffix+1
0.00001239 person_suffix+0

↓ 0.00001046 person_suffix-1

(1) 0.00000948 person_suffix+2
0.00000925 person_suffix-2

We grouped the bottom features according to IG into three groups: (1) <
10−5, (2) < 10−4 and (3) < 10−3. Then we evaluated every group on IKW
and CSER by removing the features from the set of all features. The results
are presented in Table 8. For IKW the feature reduction does not improve the
results at all. On CSER only for the second group of features we noticed a small
improvement by 0.05% of F-measure. We observed that the first two groups of
features completely removes the person_suffix feature. The feature indicates
words that can appear immediately after person name but in CSER the words
do not appear and the feature is useless.
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Table 8. Evaluation of feature selection using IG measure on IKW and CSER.

Configuration Features IK CSER

P R F P R F

Baseline 172 73.51% 53.10% 61.66% 96.83% 94.12% 95.46%

Without (1) 170 73.58% 52.56% 61.32% 96.83% 94.08% 95.43%
Without (2) 166 73.76% 52.29% 61.20% 96.88% 94.17% 95.51%
Without (3) 161 73.96% 52.83% 61.64% 96.83% 94.08% 95.43%

3.6 Feature Reduction

In this approach, feature selection is done top-down. The reduction is done as
follows: we start with a rich set of features, each of them taken in a -2:-1:0:1:2
window — for current token, two preceding and two next. Then, for each feature
separately, we perform a 4-fold cross validation on the IKW with this feature
limited to a window -1:0:1, 0 (for current token only) and completely deleted,
while other features are left without changes. We compare results for each feature
in each window and perform the reduction, that makes the best result. Then we
use the obtained configuration as base for the next iteration. This procedure was
repeated as long as any of the possible reductions improves the results.

Table 9 shows results of this process. For each iteration, it shows which feature
was selected to be reduced, which reduction (to which window) was performed
and what were the evaluation results after the reduction. The first row (”zero”
iteration) shows results before the whole process.

Table 9. Feature reduction results per iteration in IKW.

No Feature Reduction Precision Recall F-measure

0 — — 73.51% 53.10% 61.66%
1 number delete 75.66% 54.45% 63.32%
2 case 0 77.69% 54.45% 64.03%
3 ctag delete 77.78% 54.72% 64.24%
4 class -1:0:1 78.46% 54.99% 64.66%
5 suffix-2 delete 78.33% 55.53% 64.98%
6 pattern 0 78.79% 56.06% 65.51%
7 city_nam 0 78.95% 56.60% 65.93%
8 suffix-3 0 78.60% 57.41% 66.36%
9 base 0 79.18% 57.41% 66.56%
10 hyp1 delete 79.48% 57.41% 66.67%

After the reduction process performed on IKW, we used a 10-fold cross val-
idation on the CSER corpus to verify the effects of feature reduction. We have
observed slight improvements. Table 10 shows results before first and after last
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iteration, as well as for the reductions with the best precision and F-measure,
respectively.

Table 10. Feature reduction verification on the CSER corpus.

No Feature Reduction Precision Recall F-measure

Baseline (B1.5) 96.83% 94.12% 95.46%

3 ctag delete 96.84% 94.29% 95.55%
6 pattern 0 96.72% 94.46% 95.58%
10 hyp1 delete 96.67% 94.36% 95.50%

3.7 Post Processing

Unambiguous Gazetteer Chunker is a chunker that recognizes known and
unambiguous names — names that are present in the gazetteers and are as-
signed to only one category. This approach is motivated by an observation that
there are many inflected forms in the gazetteers that are unambiguous among
categories. Table 11 presents the results for the chunker itself. We selected the
most unambiguous categories, i.e. names of countries and cities, and applied to
the CRF model. The results for chunker combined with CRF is presented in
Table 12.

Table 11. Evaluation of unambiguous dictionary chunker.

Annotation Precision Recall F-measure

First names 56.63% 32.13% 41.00%
Surnames 63.52% 14.68% 23.85%
Countries 98.97% 60.97% 75.46%
Cities 93.22% 61.91% 74.41%
Roads 42.46% 54.04% 47.56%

TOTAL 77.15% 48.58% 59.62%

Heuristic Chunker is based on a set of heuristics constructed on the basis of
grammars for named entity recognition presented in [13]. The heuristics annotate
names that are present in the gazetteers and appear in a defined context (for
example road name after road prefix, or person first name and surname after
person noun). The evaluation of the heuristics itself is presented in Table 13. First
names, surnames and city names obtained very high precision over 95% but very
low recall. Only for road names we got relatively lower precision below 80%. The
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Table 12. Evaluation of post-processing of CRF.

Annotation Precision Recall F-measure

Baseline (B1.5) 96.83% 94.12% 95.46%

CRF + dictonary chunker 95.26% 95.74% 95.50%
CRF + heuristic chunker 96.66% 94.50% 95.57%

analysis of the results showed that many false positives were caused by partial
matching of long road names. In most cases those names are correctly recognized
by the statistical model. Thus, we decided to make union of chunks recognized by
the statistical model and heuristic chunker, and discard all nested annotations of
the same type. The combined chunkers obtained F-measure 95.57% comparing
to 95.46% for baseline (see Table 14). The small improvement shows that most
of the names are already recognized by the statistical model.

Table 13. Evaluation of heuristic chunker.

Annotation Precision Recall F-measure

First names 96.15% 3.62% 6.97%
Surnames 95.24% 2.91% 5.64%
Countries 0.00% 0.00% 0.00%
Cities 99.56% 11.26% 20.23%
Roads 77.72% 73.99% 75.81%

TOTAL 86.62% 13.26% 22.99%

3.8 Final Configuration

Finally, we evaluated the combination of proposed modifications. The base con-
figuration for all tested combinations included: (a) tokenization done with maca
(see Section 3.1), extended gazetteers (see Section 3.2) and modified gazetteer-
based and wordnet-based features (see Section 3.3). The evaluation followed
10-fold cross validation on CSER. We have tested three different combinations:

CRF & chunkers includes only gazetteer-based and heuristic-based chunkers
(all features remain as in the base configuration).

CRF #1 includes those modifications which obtained F-measure above the
baseline. This includes: (a) new feature Person#1, (b) feature reduction for
iteration 6 and (c) gazetteer-based and heuristic-based chunkers.

CRF #2 includes those modifications which obtained precision above the base-
line combined with chunkers. If the sets of chunks recognized by high-precision
CRF and chunkers are disjoint, the final results might be improved. This con-
figuration includes: (a) new feature Person#1, feature reduction for iteration
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3, (c) gazetteer-based and heuristic-based chunkers and (d) wordnet-based
features are discarded.

Table 14. Evaluation of configurations (10-fold CV on CSER).

Annotation Precision Recall F-measure

Baseline (B1.5) 96.83% 94.12% 95.46%

CRF & chunkers 95.08% 96.09% 95.58%
CRF #1 95.02% 96.28% 95.65%
CRF #2 95.08% 96.07% 95.57%

The results of final configurations evaluated on a single domain are presented
in Table 14. Comparing F-measure, all proposed configurations performed better
then the baseline configuration. The best improvement was obtained for CRF
#1, i.e. combination of F-measure-oriented optimizations, that improved the
F-measure from 95.46% to 95.65%.

4 Cross-domain Evaluation

To verify the generality of introduced changes and final configurations proposed
in Section 3.8 we evaluated them on another corpus, namely CEN — the model
was trained on whole CSER and evaluated on CEN. Comparing F-measure, all
proposed configurations performed better then the baseline configuration. The
highest improvement was obtained for CRF #2 that was optimized on precision,
which was slightly better than CRF #1.

Table 15. Cross domain evaluation on CEN.

Configuration Precision Recall F-measure

Baseline (B2.2) 92.02% 57.61% 70.86%

CRF & chunkers 91.32% 69.86% 79.16%
CRF #1 91.55% 70.32% 79.54%
CRF #2 91.44% 70.53% 79.63%

5 Summary

In the paper we presented several optimizations applied to the CRF-based model
for proper names recognition in Polish texts. The optimization includes: fine-
grained text segmentation on word level, extension of gazetteers, modification
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of gazetteer-based and wordnet-based features, construction of new features,
reduction of existing features and application of external sources as post pro-
cessing. The fine-grained tokenization improved the recognition of names that
were incorrectly treated as parts of larger segments. The automatic extension of
gazetteers improved recognition of common, inflected names. The modification
of gazetteer-based features improved the recognition of long proper names that
were incorrectly recognized as a sequence of shorter names. The modification of
wordnet-based features that are used to generalize the text reduced the noise
in the single-domain evaluation but does not improve the results in the cross-
domain evaluation due to low generalization impact. Most of the new features
constructed on the basis of grammars for named entity recognition does not
improve the results significantly, as the CRF model might already have learned
these patterns. The feature selection has better impact in the cross-domain eval-
uation than in the single-domain evaluation.

The combination of proposed optimization improved the final result in the
single-domain evaluation from 94.54% to 95.63% of F-measure. The generality
of the selected optimization was tested on another corpora, on which the result
was improved from 70.86% to 79.63% of F-measure.
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